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In this note the integral image representation (Viola & Jones, 2001) (Section
1) and its three-dimensional generalization, the integral video (Ke, Sukthankar &
Hebert, 2005) (Section 2), are reviewed. These representations admit very fast multi-
scale feature recovery. In Section 3, the use of integral representation for scale-
space analysis is briefly discussed. More generally, the integral image-based approach
described here can be cast into a more general framework of understanding. The
integral image within this framework represents space variant image filtering with
the zero-order B-spline. If an image is pre-integrated n times, space variant filtering
with higher-order B-splines can be achieved. For further details on the higher-order
generalization, see (Derpanis, Leung & Sizintzev, 2007).

1 Integral image representation

Rectangular two-dimensional image features can be computed rapidly using an in-
termediate representation called the integral image (c.f. summed area tables used in
graphics (Crow, 1984)). The integral image, denoted ii(x, y), at location (x, y) con-
tains the sum of the pixel values above and to the left of (x, y), formally,

ii(x, y) =
∑

x′ ≤ x
y′ ≤ y

i(x′, y′), (1)

where i(x, y) is the input image. The integral image can be computed in one-pass
over the image using the following recurrence relation:

s(x, y) = s(x, y − 1) + i(x, y) (2)

ii(x, y) = ii(x− 1, y) + s(x, y), (3)
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Figure 1: Integral image feature computation. Region A can be computed using the
following 4 array references: L4 + L1 − (L2 + L3).
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Figure 2: The set of rectangular filters used by Viola and Jones (Viola & Jones,
2001). Each filter is composed of several rectangular regions, where the white and
grey regions within the features are associated with 1 and -1, respectively.

where s(x, y) denotes the cumulative row sum and s(x,−1) = ii(−1, y) ≡ 0.
Given the integral image, the sum of pixel values within a rectangular region of the

image aligned with the coordinate axes can be computed with four array references
(i.e., constant time). For example, to compute the sum of region A in Fig. 1, the
following four references are required: L4 + L1 − (L2 + L3).

Viola and Jones (Viola & Jones, 2001) propose a set of five rectangular filters to
extract features for object detection (see Fig. 2). Given the integral image, each of
these features can be computed in constant time.

2 Integral volume representation

The integral video represents the three-dimensional generalization of the integral im-
age. The integral video, denoted iv(x, y, t), at spatial location (x, y) and time t
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Figure 3: Integral video feature computation. Volume A can be computed using the
following 8 array references: L5 − L1 − L6 − L7 + L2 + L3 + L8 − L4.

contains the sum of pixel values less than or equal to (x, y, t), formally,

iv(x, y, y) =
∑

x′ ≤ x
y′ ≤ y
t′ ≤ t

i(x′, y′, t′), (4)

where i(x, y, t) is the input image sequence. The integral video can be computed
rapidly in one pass over the image sequence using the following recurrence relation,

s1(x, y, t) = s1(x, y − 1, t) + i(x, y, t) (5)

s2(x, y, t) = s2(x− 1, y, t) + s1(x, y, t) (6)

iv(x, y, t) = iv(x, y, t− 1) + s2(x, y, t), (7)

where s1(x,−1, t) = s2(−1, y, t) = iv(x, y,−1) ≡ 0. In order to compute the sum
within any rectangular volume aligned with the coordinate axes only 8 array references
to the integral video are necessary. For example, the volume of box A depicted in
Fig. 3 can be computed by the following 8 references to the integral video: L5−L1−
L6 − L7 + L2 + L3 + L8 − L4.

Ke et al. (Ke, Sukthankar & Hebert, 2005) propose a set of four cuboid filters to
extract features for action detection (see Fig. 4). As with the case of integral images,
each of these volumetric features can be computed in constant time.

3 Integral-based scale-space approximations

The Gaussian kernel and its partial derivatives can be shown to provide the unique set
of operators for the construction of (linear) scale-space under certain conditions (ax-
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Figure 4: An example of the stand-up action and its optical
flow. We separate the optical flow into the horizontal (vx)
and vertical (vy) components. Lighter areas represent flow
in the positive direction, while darker areas represent flow in
the other direction.

with an action template. While their system can be trained
on a single video sequence, the correlation is significantly
less efficient than our cascade of detectors.

3. Features
Given a video sequence, our goal is to classify whether an
action event occurs in any of the space-time volumes in the
video sequence. This is similar to running a classifier on
all of the sub-windows in a 2D image for object detection.
Similarly, as detailed in Section 5, we run the classifier on
all sub-volumes for event detection.

The framework is general enough that volumetric fea-
tures can be computed over many types of low level fea-
tures of the video, for example raw pixel intensities, spatio-
temporal gradients, or optical flow. We believe that most of
the information salient to recognizing actions can be cap-
tured from the optical flow, and that the appearance of the
object is less relevant.

Initial experiments using pixel intensities performed
poorly, mainly due to changes in appearance of the actor,
the background, and lighting conditions. This motivates our
decision to compute our volumetric features on the video’s
optical flow. We separate the optical flow into its horizontal
and vertical components and compute volumetric features
on each component. Let vx(x, y, t) and vy(x, y, t) denote
the horizontal and vertical optical flow components, respec-
tively, at pixel location (x, y) and time t. This is illustrated
in Figure 4.

As shown in the first row of Figure 5, our volumetric fea-
tures consist of one-box or two-box volumes. The value of
the one-box feature is simply the sum of the pixels within
the volume (vx or vy). Correspondingly, the value of a two-
box feature is the difference of their individual sums. Just
as in 2D object detection [18], where one computes multiple
rectangle features in a sub-window of the image, we com-

Figure 5: The top row illustrates the 3D volumetric features
used in our classifiers. The first feature calculates the vol-
ume. The other three features calculate volumetric differ-
ences in X, Y, and time. The bottom row shows multiple
features learned by the classifier to recognize the handwave
action in a detection volume.

pute multiple one-box and two-box features in a detection
sub-volume, as illustrated in the second row of Figure 5.
The horizontal and vertical size of the volume must be var-
ied to match the size of the object being detected. The tem-
poral span of the detection volume is both application and
motion dependent. It is not necessary for the time duration
of the volume to exactly match that of the motion to be rec-
ognized. Provided that the detection volume encompasses
the motion, we can achieve satisfactory recognition even if
the action is performed at moderately different speeds (see
Figure 10). If the training sequences are all aligned cor-
rectly at the start of the motion, the training algorithm de-
scribed in Section 4 will learn that the tail ends of the se-
quences are noisy and thus less discriminative.

In our experiments, the features are computed over a vol-
ume of 64×64 pixels by 40 frames in time. An exhaustive
enumeration of all possible one-box and two-box features
over this volume would number in the billions. Therefore
one must sub-sample the feature space to reduce the set to a
reasonable size for learning. We discretize the space to sam-
ple approximately one million features in our experiments,
which is a large, but manageable set. The smallest feature
occupies a 4×4 pixel by 4 frame spatio-temporal volume.

We use an “integral video” data structure to efficiently
calculate the box features described above. This is a di-
rect spatio-temporal generalization of the integral image de-
scribed by Viola and Jones [18]. An integral video at pixel
location (x, y) and time t is defined as the sum of all pixels
at locations less than or equal to (x, y, t). More formally,

Figure 4: The set of cuboid filters used by Ke et al. (Ke, Sukthankar & Hebert, 2005).
Each filter is composed of cuboid volumes, where the white and black volumes within
the features are associated with 1 and -1, respectively.

ioms) (Koenderink, 1984). However, in practice the Gaussian needs to be discretized
and cropped. Thus, the use of the Gaussian kernel in practice is of an approximative
nature. Grabner et. al (Grabner, Grabner & Bischof, 2006) and Bay et. al (Bay,
Tuytelaars & Van Gool, 2006) push the approximation even further with box filters
for the purpose of rapidly computing approximations of Lowe’s SIFT features (Lowe,
2004). These box filter-based approximations are constructed through the use of inte-
gral images. The respective papers report comparable performance to the discretized
and cropped Gaussian.
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