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Abstract

Binocular half-occlusions arise as a foreground surface obscures a portion of a background
surface to one of the two images in a binocular pair. Half-occlusions occur at the projections
of surface boundaries; therefore, they are a potential source of information in delineating
3D objects. In this paper, a novel integration of two sources of information (constraints) is
proposed for binocular half-occlusion detection. The first constraint comes as an analytic
relationship between the change in disparity across a half-occluded region and region width.
The second constraint comes in terms of expected values of binocular match scores in the
vicinity of half-occlusions. To allow for uncertainty in inference, these two constraints have
been combined in a Bayesian formulation. A corresponding algorithm for half-occlusion
detection, given maps of binocular disparity and match score has been implemented in
software and empirically evaluated on seven standard stereo pairs. For cases where direct
comparisons are possible, the developed method outperforms previous approaches to half-
occlusion detection.



1 Introduction

1.1 Motivation

Spatially displaced views of the world support the recovery of the 3D geometry of an imaged
scene. Of possible viewing configurations, binocular imaging has been a particularly well
researched situation as it provides the minimal multiview situation. Further, since binocular
imaging reflects biological design, there is potential for cross fertilization between research
in artificial and natural binocular stereo.

Significant strides have been made in the investigation of artificial [4, 36] as well as natural
[18] binocular stereo. Still, outstanding problems persist: From a computational point of view
areas of particular concern include poor speed-accuracy trade-offs, reliance on precise a priori
calibration and poor reconstruction in the vicinity of 3D object boundaries. In this chapter,
the concern is with improving reconstruction in the vicinity of 3D object boundaries. While
humans appear to be able to make precise depth estimates in such situations [18], artificial
systems are not capable of similar performance [4, 36]. Improved computational analysis of
reconstruction near 3D object boundaries will shed light on how natural systems operate and
also make 3D information practical for a variety of artificial vision system applications, e.g.,
precision robot manipulation, shape-based recognition and new view synthesis. A valuable
source of information about 3D boundaries is provided by half-occlusion, where one view in
a pair sees surface features that are occluded to the other view, see Figure 1. Half-occlusion
usually occurs around object boundaries and other 3D scene discontinuities. As such, these
points have great potential to aid in accurate reconstruction near 3D boundaries.

As early as Euclid, the basic geometric relationship that gives rise to half-cclusion was
documented [7]. Further, the potential perceptual significance of binocular half-occlusion has
been known at least since the time of Leonardo Da Vinci [34]. Much more recently, the fact
that humans actually do exploit half-occlusions in making depth inferences was documented
[25]. Subsequently, a great number of psychophysical studies of half-occlusion have supported
their use by humans (see, e.g., [18] for review); however, the enabling computations remain
unclear.

To forward understanding of half-occlusions, this paper presents research that distills
their analysis and detection from other aspects of binocular stereo. That is, constraints are
isolated that are indicative of half-occlusions, while making only generic assumptions about
other aspects of the problem, e.g., calibration, correspondence and reconstruction. The
two constraints of study concern the change of disparity across a region of half-occlusion
and the expected quality of match within a region of half-occlusion. It is argued that
these two constraints are complementary and their spatial conjunction is highly indicative
of half-occlusion. Moreover, they encompass information that has been exploited across a
significant number of previous approaches, that variously consider measurements of disparity
gradient and poor match quality as indicative of half occlusion. The practical efficacy of the
combined constraints for half-occlusion detection is illustrated via post-processing applied to
the output of a simple area-based stereo matcher, as it allows the utility of the constraints
to be studied apart from other aspects of binocular stereo and facilitates comparison to a
recent empirical study of half-occlusion detection methods [12]. More generally, however,
the constraints could be employed within other approaches to binocular analysis, e.g., as an
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Figure 1: Geometry of Binocular Half-Occlusion. Interposition of surface 1 between surface 2
and the images causes portions of surface 2 that intersect the shaded regions to be visible to
only one of the two views, i.e., half-occluded.

integral component of local or global correspondence algorithms.

1.2 Related research

Early work on computational stereo ignored half-occlusion or treated it as noise in the
matching process [1]. Subsequently, a number of approaches to dealing with half-occlusions
have emerged (see, e.g., [12, 4] for reviews and empirical comparison). Significantly, empirical
comparison suggest that none of the compared approaches reliably identify the majority of
half-occlusions while keeping false positives modest and no one approach is superior to the
others.

Several more recent contributions to the literature of half-occlusions can be noted. The
use of adaptive spatial support for match windows can ameliorate issues arising in attempts
to match half-occluded regions by shaping windows to avoid poorly defined matches [21];
recent extensions increase the accuracy and efficiency of such processing [16, 13, 41]. Further,
with more than two views, such adaptive processing can define which scene points are visible
to which views [22, 30]. Other recent additions to the literature are based on the expected
behavior of disparity gradient in the vicinity of half-occlusions [19, 15, 16, 38|, e.g., the fact
that occlusions in a left-based disparity map correspond to occluded regions in the right-
based disparity map and vice versa (the “occlusion constraint”). The importance of disparity
gradient as a constraint on allowable stereo matches has been known for some time (e.g.,
6, 31]); however, its specific interpretation in terms of half-occlusion is relatively recent. Yet
another approach rejects matches that are ambigous (in having rival candidates of similar
cost) to diagnose occlusion [35]. Occlusion detection also has been bolstered by constraining
occlusion boundaries to align with those of uniform colour segments [11]. Another recent
addition to the literature involves interleaved processes of layered disparity estimation and
assignment to layers, with the option of pixel assignment to no layer, so that half-occlusions
are dealt with as assignment outliers [27]. Interleaved calculation of correspondences and
occlusions also has been cast within an expectation maximization framework [10], with high
cost matches rejected as arising from occlusion [37]. Finally, previous Bayesian approaches
to binocular stereo have been documented (e.g., [39, 2, 14, 33, 37]), which to varying degrees



have dealt explicitly with half-occlusions.

In the light of previous efforts, the major contributions of the present research are as
follows. (i) A novel, complementary combination of constraints for binocular half-occlusion
detection is presented. The constraints arise from consideration of disparity change and
match score in the vicinity of half-occlusions. While previous research has considered in-
stances of both types of constraint for half-occlusion detection, the current work appears
to be the first to recognize explicitly their complementarity to yield a combined approach.
(ii) The isolated constraints are embodied in a Bayesian estimation framework, which has
been implemented in software with qualitative and quantitative evaluation on a standard
set of seven binocular test sets. The results show that, where direct comparison is possible,
the developed method outperforms all others presented in a recent empirical comparison of
half-occlusion detection methods [12].

1.3 Chapter outline

Section 1 of this chapter has served to establish motivation for the study of binocular half-
occlusion and place the work in the context of previous research. Section 2 will detail the
technical approach that has been developed for half-occlusion analysis and recovery. Section
3 will document empirical evaluation of the developed approach. Finally, Section 4 will
provide a brief summary and conclusions.

2 Technical approach

2.1 Overview

In this section of the chapter the developed approach to binocular half-occlusion detection
is delineated. The presentation begins by isolating two constraints that, when taken in
tandem, tend to be highly indicative of half-occlusions. The first constraint comes in terms
of an analytic relationship between the difference in disparities on either side of a half-
occluded region and the region width. The second constraint stems from the observation
that a region that is visible to one view but occluded to the other view has no physically
defined match; hence, any attempted match is likely to have a poor match score. (e.g., low
correlation value). To deal in a principled fashion with uncertainties and the combination of
the isolated constraints, half-occlusion inference is cast in a Bayesian formulation to yield a
probabilistic approach to detection. The section culminates by presenting the details of the
resulting estimation procedure that, given disparity and match score maps that result from
binocular image matching, produces a map of probability of half-occlusion.

2.2 Image formation

The operative geometric model of image formation is expressed in terms of Fig. 1, which
shows a top down view of parallel axis (or otherwise rectified) binocular images formed
under perspective projection with, e.g., left and right Euclidean coordinate systems defined
at the centers of projection, O; and O, (resp.), and separated by baseline, b. The Z-axes



are taken parallel to the optical axes and increasing toward the orthogonal image planes,
located at distance f = 1 along these axes. X-axes are parallel to the stereo baseline,
increasing to the right and Y'-axes are mutually orthogonal to the X and Z axes to yield
right handed systems. Let world points be given as A = (X,Y,Z) and subscripts | and
r used to reference points to the left and right coordinates systems, respectively, e.g., A;
references A to the left system. Image coordinates are similarly denoted using lower case
letters; further, since ensuing developments concentrate on relationships along horizontal
scan lines, image coordinates will be restricted correspondingly, so that perspective yields,
e.g., a = %l as the left image coordinate of A. Given the binocular imaging model, the right

image coordinate for A is given as a, = )Z(—f = XZZ—l_b Correspondingly, disparity (right-based)
is given as
b
d.(A)=a, —a, = 7

Notice that for surfaces of constant Z (fronto-parallel surfaces), disparity is constant.

2.3 Constraints

Two sources of constraint for half-occlusion detection are considered, which will be shown
to be complementary in nature. The first constraint relates disparities that arise from the
binocularly visible parts of the surfaces that border the half-occluded region. The second
constraint is concerned with a property of the half-occluded region itself.

The first constraint comes in terms of an analytic relationship between the difference in
disparity on either side of a half-occluded region and the region width. This relationship
can be derived with reference to the geometry illustrated in Figure 1. With respect to the
right image, consider the shaded region on the right side of the figure and let world point A
be the left-most point that is binocularly visible, while the world point B is the right-most
half-occluded point (visible only to the right image). The width of the half-occluded region
projected to the right image is given as

QY(B,A)=Db, —a,. (1)
The disparity values for points A and B are
dT<A) = a —a
dr (B) = bl - br
= a — br:
with b; = a; because A and B lie along the same line through O;, the left optical center,
by construction. Correspondingly, the change in disparity across the half-occluded region is
given as
Adr(B’A> = dT(B) - dT(A)
= a;—b,—(a,—a,)
= a, — br (2)
Now, taking the ratio of disparity change (2) to occlusion width (1) it is found that
Ad,(B,A) _ A —b, _ 1 (3)
Qv(B,A) b, —a,




Interestingly, it is seen that this ratio is equal to the disparity gradient limit [6]. Further
consideration of the geometry illustrated in Figure 1 shows that relationship (3) between
disparity change and occlusion width also holds for regions visible only to the left view
of a binocular pair. In the following, (3) will be referred to as the disparity-change/width
constraint.t (c.f., [15] where this constraint is used, albeit differently, to define legal state
transitions for dynamic programming disparity estimation).

The second constraint utilized for half-occlusion detection is based on the observation
that, by definition, a region of half-occlusion, e.g., as delimited by A, and B in Figure 1,
projects to only one of the two images in a pair. Therefore, in attempting to match points,
x, in a region visible to one image only, (e.g. the region spanned by a,, and b,.), the match
goodness resulting from match score, p(x), is expected to be poor, since there is no physically
defined match, i.e.,

p(x € R = occl) € {poor match scores}, (4)

with R = ocel symbolizing that a region, R, is half-occluded and {poor match scores}
match scores indicative of poor performance for a given matcher. In the following, this
constraint will be referred to as the poor match constraint and will be used in tandem with
the disparity-change/width constraint to detect half-occlusions.

Prior to embedding the isolated constraints in a method for half-occlusion detection, it
is worth briefly noting their relationships to other approaches (see, e.g., [12, 4] for extended
discussion of alternatives and note that for space reasons explicit citations in the remainder
of this section focus on more recent contributions). The disparity-change/width constraint
is derived by an analysis that explicitly considers both the occluding and occluded surfaces.
Therefore, it is most closely related to other approaches that consider the disparities of both
occluded and occluder. The “occlusion constraint” states that a discontinuity in disparity in
a right-based disparity map corresponds to a half-occluded region in a left-based disparity
map and vice versa, e.g., [19, 16, 38]. In comparison, the disparity-change/width constraint
is more precise than the occlusion constraint in that it gives a particular relationship between
disparity change and occlusion region width; furthermore, it is defined with respect to one
view only, which may make it more natural to exploit without performing two-way matching.

The “ordering constraint” also considers disparity of occluder and occluded, as it imposes
strict ordering of matched points in left and right images (essential to dynamic programming-
based matchers, e.g., [9]) and as a result can disallow matching in half-occlusion regions.
However, ordering can be violated in physically realizable view conditions (e.g., involving
thin objects [23]), in particular, in situations that do not involve half-occlusion. With respect
to any given point in a binocularly viewed scene, the “forbidden zone” is that which contains
points that will appear as violations of the ordering constraint [24], e.g. the zone bounded by
lines through A, a; and A, a, in Fig. 1. The loci of points that yield the value of —1 for the
disparity gradient lie along a boundary of the forbidden zone [43], e.g., the line through A,
a; (and hence B). The disparity-change/width constraint captures a subset of a foreground

'While definition of the disparity-change/width constraint appeals to the disparity of a half-occluded
point, e.g., B, this should not pose a problem in practice: Let subscript + applied to a point refer to a point
immediately to the right, e.g., By refers to the point immediately to the right of B. If the surface about
B is taken as locally fronto-parallel, then its disparity is constant in that local region and can be estimated
from, e.g., B, which by definition is binocularly visible.



point’s (e.g. A’s) forbidden zone as delimited by a background point (e.g. B) that lies along
the foreground point’s forbidden zone boundary, e.g. that portion of the forbidden zone that
intersects the region bounded by lines through A, a, and B, b,., i.e., that portion relevant to
labeling the interval [a,;, b,| as half-occluded. While the disparity-change/width constraint
and disparity gradient limit share the same critical value, —1, for developments in this paper
the disparity-change/width formulation and nomenclature are better suited as they provide
an explicit link to occlusion width, which is exploited in detection.

Other approaches that explicitly consider both surfaces involved in half-occlusion are “bi-
modality tests”, which rely on the observation that histogrammed disparity in the vicinity of
half-occlusions can show bimodal distributions as both foreground and background surfaces
are captured. Again, the disparity-change/width constraint is tighter, explicitly stating the
relationship between disparity values of the surfaces which are covered by the aggregation
window.

The poor match constraint arises from consideration of expected match score within a
half-occluded region. Previously, such consideration has been used in half-occlusion detection
in two ways: (i) Unidirectionally defined (e.g., right-to-left) match scores are examined
for patterns indicative of match failure; in some cases patterns of interest involve rapid
change in match score. Some global match methods (e.g. dynamic programming, graph cuts
4, 36]), make use of match scores to set occlusion cost. A recent cooperative matcher [44]
(an extension of [28]) also uses poor matches to filter out half-occlusions (as well as other
matching errors). Poor matches defined by colour differences at aligned image locations also
have been used to diagnose half-occlusion [37]. The poor match constraint is an instance of
this type of approach as it simply looks for locally bad matches. (ii) Inconsistencies between
bidirectional matches are detected, i.e., “left-right checking”, a method that requires two
matching processes and therefore more expensive that unidirectional approaches. While
both approaches can detect half-occlusions, they are not specific to this situation; rather,
they more generally diagnose problems in matching (e.g., arising from various sources of
noise).

Significantly, the two broad classes of approach to half-occlusion detection discussed in
the previous paragraphs are complementary: Methods based on analysis of half-occlusion ge-
ometry predict the relationship between disparities that arise on either side of a half-occluded
region; whereas, methods based on considerations of match quality predict what is expected
within a region of half-occlusion. From this perspective, the present work encompasses a
wide range of approaches (including all five compared in [12]), even as it yields a method
that is more specific to half-occlusion than other approaches, which often are more generally
aimed at diagnosing errors in matching. In the following these observations will be exploited
to yield a method for half-occlusion detection that relies on a particular pattern of disparity
across a region (as given by the disparity-change/width constraint, since it is particularly
tight) as well as analysis of match scores in the intervening region (observation of the poor
match constraint, owing to its simple, yet proven to be effective nature).

2.4 Bayesian formulation

To deal rigorously with uncertainties in inference, the disparity-change/width (3) and poor
match (4) constraints are cast in a Bayesian framework. Let R be a region of interest,



moving left-to-right along a scan-line, defined within the interval [z, zo]. Let D = (Da, D,)
be a data vector, comprised of two terms, where D provides data relevant to disparity-
change/width cue (3) and D, provides data relevant to the poor match cue (4).
Let z;_ and xo; stand for points immediately to the left and right (resp.) of R and
dy_,dsy be the associated disparities, then Dy is given as
Dp = (doy — di-) /(224 — @1-), (5)
c.f., the disparity-change/width constraint (3). D, is given as the set of match scores for
each point in the region of concern
D, = {pla) 11 <x <} (6)
The posterior probability, P, of some region R being half-occluded, R = occl, given data,
D, is expressed via Bayes rule [26] as
P(D | R = occl) P (R = occl)
P(R =occl | D) =
(R = occl | D) P D) (7)

with evidence calculated according to

P(D)=P(D|R =occl) P(R = occl)+ P(D | R =wvis) P(R = vis), (8)
where R = wvis stands for the region R being visible to both views (as opposed to half-
occluded).

The likelihood P (D | R = occl) depends on both terms of the data vector D. For present
purposes, these two terms are taken as independent. This assumption is justified by the ob-
servation that spatial change in disparity and match score can vary independently of one
another. Empirically, the assumption is supported by the test data used in Section 3: Cor-
relation coefficients between disparity gradient and match score goodness data have values
of —0.09 and —0.04 for occluded and visible regions, respectively. Under the independence
assumption, the likelihood of a region being occluded is

P(D|R =occl)=P(Da|R)=occl) P(D, | R = occl) 9)
Similarly, the likelihood of a region being visible is
P(D | R =vwis)=P(Da|R =vis) P(D, | R = vis) (10)

The Bayesian formulation has led to the introduction of various distributions that must
be instantiated for inference to ensue in practice. Based on the disparity-change/width con-
straint, (3), the expected value of the ratio of disparity change to width across which change
is calculated is —1 for regions of half-occlusion. In contrast, if surfaces are assumed to
be locally fronto-parallel (an implicit assumption of standard area-based stereo matchers),
then the locally expected value for a binocularly visible region is 0. In either case, noise in
disparity estimation will lead to values both larger and smaller than the expected values,
with the possibility that values further away from those expected are less likely to be en-
countered. Based on these observations, the likelihood of a region being half-occluded based
on the disparity-change/width constraint, P (Da|R = occl), has been modeled as a normal
distribution [17], with a mean of —1 and variance estimated from a subset of data used in
the empirical validation of the overall approach (see Section 3). Similarly, P (Da|R = vis),
also is modeled as a normal distribution, but with a mean of 0 and variance estimated from
a subset of data used in the empirical validation of the overall approach.

The validity of the normal distribution model fits to P (Da|R = occl) and P (Da|R = vis)
was evaluated via the x? goodness-of-fit test [17], which suggests that the observed data sets



do not differ significantly from the normal distribution fits (probability > 0.95 that rejection
of the null hypothesis would be in error, with the null hypothesis being that the data are
normally distributed).

Based on the poor match constraint (4), two additional distributions must be instantiated
to realize the Bayes formulation, the probability of match score given that a region is (half)
occluded, P (D,|R = occl), and the probability of match score given that a region is (binoc-
ularly) visible, P (D,|R = vis). To evaluate these distributions, the individual match scores,
p(z), comprising D,, (6), are taken as independent, based on the local winner-take-all nature
of the matching technique used in empirical evaluation (Section 3), which does not explicitly
enforce relationships (e.g., smoothness) between nearby matches. Under independence alone,
the likelihood of a region being half-occluded based on match scores would be the product
of likelihoods of each pixel in the region being half-occluded. However, some weighting of
the product is appropriate in the present context as different sized regions will contribute
sets of match scores, D,, of different cardinality. Without weighting, larger regions would
have effectively more match score likelihood terms, which would lower the relative weight of
the disparity-change/width cue. In this respect, the product of w likelihood terms can be
weighted by taking its w-root to yield the geometric mean of the D, components, leading to

P (D,|R = occl) = o H P (p(z)|x = occl), (11)
TER
with w the width of region R. Similar reasoning yields an analogous definition for P (D,|R = vis).
To instantiate the distributions of P (p(z)|z = occl) and P (p(x)|z = vis) the particular

metric used to produce the match scores, p(x), must be considered. For empirical evaluation
(Section 3), an SAD match metric [40, 4] is used,

matchsap(d; ) = Ypew|I-(z) — L(z + d)|, (12)
which evaluates th cost of associating disparity, d, with location, z, in the right image, I,
with location = + d in the left image, I;, and W the match window support. For simple
cases where surface patches in the world yield the same image intensity patterns to two
views (excepting shift by disparity, d), the expected SAD match score is 0, with a systematic
bias (e.g., photometric difference between the images) yielding some off-set. In either case,
noise in image formation and/or the matching process will perturb match scores from the
expected value, with larger perturbations less likely than smaller. So, ignoring the effects
of the absolute value, one might consider a normal distribution to model match scores.
Applying the absolute value remaps differences yielding negative values by reflecting them
about zero, back to positive values, i.e., letting I denote images, Vm = I,.(z) — I;(z + d) <
0, m +— —m. Correspondingly, the distribution for probability of match score (SAD), given
that a pixel is (binocularly) visible, P (D,|R = vis), or half-occluded, P (D,|R = occl), is
modeled as a “mirrored-about-zero-normal” distribution, i.e., as normal, but with negative
valued observations reflected back along the positive axis

(\/%0)_1 <6%(p0_u)2 + e%(%f) ip>0
P(p) = (mg)—l 3 ) =0 (13)
0;p<0

with © and o the mean and standard deviation of the underlying normal distribution.
Separate parameters sets (i, o) for fits to (13) for P (p(z)|z = occl) and P (p(x)|z = vis)
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were estimated from a subset of test data of Section 3. As before, the validity of these model

fits was evaluated through the x? goodness-of-fit test, which suggests that the observed data

sets do not differ significantly from the mirrored-normal distribution fits (probability > 0.95
that rejection of the null hypothesis would be in error, with the null hypothesis now being
that the data are mirror-normally distributed). 2

Finally, it is difficult to analytically define priors for a region being half-occluded, P (R = occl),

and a region being binocularly visible, P (R = vis). For present purposes, these have been
defined empirically, based on the ground-truth associated with a subset of the test data used

in Section 3, to yield P (R = occl) = 0.08 and P (R = vis) = 0.92 with standard error of
0.03 between different ground-truth images.

2.5 Estimation

Having observed data D = (Da, D,) for a region R it is straightforward to evaluate the
probability that the region is half-occluded, P (R = occl | D), by solving the Bayes relation
(7) with appropriate substitutions for evidence (8) and combined likelihoods (9), (10) and
making use of the instantiated model distributions and priors given in Sec. 2.4.

Input to the estimation process is taken to be a disparity map and an associated map
of match scores, which for convenience are assumed to be rectified. Along each horizontal
scan-line, the probability of half-occlusion, P (R = occl | D), given by (7) is calculated for
each region, R, with widths ranging from 1 pixel to the largest magnitude disparity observed
along the line. For each width of interest, the data vector, D is calculated by applying the
formulae for its components, (5) and (6), to the disparity and match score maps, which
provides the necessary fodder for calculation of P (R = occl | D). Any given pixel along a
scan-line can be associated with a number of regions of varying widths. To make a final
probability of half-occlusion assignment to any given pixel, it is associated with the largest
posterior probability of being half-occluded out of all regions that could possibly cover it.
Completion of this calculation for all pixels along a scan-line assigns a probability of occlusion
to each pixel. Iteration across scan-lines yields a map of half-occlusion probability in spatial
registration with the input disparity and match score maps.

3 Empirical evaluation

3.1 Methodology

To evaluate the efficacy of the combined constraints for half-occlusion detection, two consid-
erations are critical. (i) It is desirable to document the utility of the constraints independent
of other aspects of stereo processing. (ii) Comparison to previous empirical evaluation of
half-occlusion detection methods must be supported, e.g., [12].3 For both reasons the current

2In formulating the match score distributions it has been necessary to make a commitment to a particular
matching metric, SAD. Other match metrics that avoid negative values, e.g., Sum of Squared Differences,
might yield to a similar analysis; although, formulations that deal with symmetric distributions would be
more appropriate in other situations, e.g., correlation-type metrics.

3Results reported in conjunction with the Middlebury test suite [29, 36] are not directly comparable as
they do not show results for half-occlusion detection per se; they focus on disparity.
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approach is evaluated in terms of post-processing on disparity and match-score maps recov-
ered via a simple area-based stereo matcher. Use of a simple matcher forces half-occlusion
detection to deal with a range of difficult situations (e.g., foreground fattening, poorly re-
solved thin structures, mismatches in low texture, etc). Post-processing allows for clear
separation of the effects of the half-occlusion constraints from other aspects of stereo pro-
cessing. Moreover, this methodology matches that of [12], which makes direct comparison
possible. While operation in conjunction with a more sophisticated matcher or as a more
integral component of a matcher has potential to yield better results (suggesting interesting
future directions), such options are less well suited to the goal of understanding the cur-
rent approach in comparison to others and with independence from other aspects of stereo
processing.

Two classes of test data have been used to evaluate an algorithmic instantiation of the
half-occlusion probability estimation procedure described in Section 2.5. First, a set of
laboratory images with associated ground truth is used to allow for quantitative evaluation.
Second, a set of natural, outdoor images is used to allow for evaluation of performance in
more realistic scenes, albeit without quantitative analysis as ground truth is not available.
The laboratory images are selected from the Middlebury test suite [29]. For these cases,
ground truth half-occlusion was constructed by labeling any unmatched pixel according to
the ground truth disparity as a half-occlusion. The particular data sets used were Tsukuba,
Map, Venus and Sawtooth (as they were used in previous empirical comparisons, e.g., [36, 12|)
and Cones (as it provides greater scene complexity). Natural outdoor images selected were
Pentagon [8] and Flower Garden [5] (as they are standard and provide very different viewing
scenarios, aerial and terrestrial, respectively.)

For the majority of test cases, tests are performed with input disparity and match-score
maps recovered by an area-based matching algorithm [40] using the SAD match metric (12),
fixed squared aggregation windows (7 x 7), winner-take-all and operating in a hierarchical,
coarse-to-fine framework [32] using Gaussian pyramids [20]. During half-occlusion evaluation,
one set of matching parameters was used across the entire test suite (hand selected to yield
good overall performance), except for search range, which was set to the maximum disparity
present for each test case. The exception to these specifications is Tsukuba: To facilitate
direct comparison with previous results [12], the correlation and plane-plus-parallax-based
disparity and match score maps (and ground truth half-occlusion) used in the previous
study were employed (courtesy of G. Egnal). In all cases, the recovered disparity and match
score maps are input to the half-occlusion detection procedure, as described in Section 2.5.
Currently, algorithmic instantiation in software produces a half-occlusion map for 384 x 288
images in approximately 1 second, running in unoptimized C under Linux on a Xeon 3.06GHz
processor with 1MB cache. Only right-based results are reported for reasons of space; left-
based results are similar.

3.2 Results

For lab scenes (Figures 2 and 4), the algorithm generally gives consistently good qualitative
results. Both wide and narrow half-occlusion regions are detected; although, localization can
be imprecise due to disparity errors near object boundaries — a known weakness of area-based
matchers [4, 36].
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Quantitative analysis derives from comparison of the obtained occlusion maps to ground
truth. Results are presented as ROC plots, percentage of hits and false positives (relative to
the entire image) along the ordinate and abscissa, resp. It is found that the vast majority
of true half-occlusions can be detected, while keeping the false positive rate in the 10 —20%
range. While current state-of-the-art stereo matchers can yield impressive performance in the
vicinity of 3D boundaries [36], these methods make use of constraints and heuristics beyond
those embodied in the matcher used in the current study. With respect to a comparable
matcher [12], all half-occlusion detection methods considered yielded a higher rate of false
positives for similar hit rates. Also of note, performance is reasonably stable to variation
in algorithm parameters, e.g., even extremes of changing half-occlusion and visible priors to
equiprobable and changing match window size by a factor of 2 yield less than 2% change in
the areas under the ROCs.

The relative contributions of the disparity-change/width and poor match score con-
straints are shown in Figure 3 using T'sukuba. While both constraints are seen to be prefer-
entially indicative of half-occlusion, individually they yield lower hit-to-false-positive ratios
than their combination, with poor match score alone being the worst in this regard. Inspec-
tion of the probability maps shows that the false signals from one constraint tend not to
correspond to those in the other; whereas, hits do tend to correspond. Hence, the constraints
are complementary; their combination yields the best result.

For Tsukuba, direct comparison can be made to five standard approaches [12|. Here, it
is found that for both correlation-based (Figure 2) and plane-plus-parallax-based matching
(Figure 4) the current approach outperforms all of the five standard approaches, as its ROC
tends to the upper left of the ROCs for the alternative ones. In certain cases, the difference
is dramatic, e.g., in the low false positive regions under correlation, the current method can
improve on hits by as much as approximately 75% over the best previous results. The closest
rival appears to be the occlusion constraint under plane-plus-parallax matching; although
even here the current methods wins out beyond approximately 10% false positives, ultimately
improving on hits by approximately 15% for a given false positive rate.

Outdoor scene testing also shows strong performance in the test cases considered (Figure
5). For Pentagon, the major half-occlusion regions on the right side of the building’s inner
and outer sides are correctly located, as well as many of the interior corridors; whereas,
the number of false positives is small. For Flower Garden, the right side of the tree and the
narrow inclined bar in the background are correctly detected as half-occluded. The algorithm
also gives strong response, albeit poorly localized, in the vicinity of clustered tree branches
and associated thin half-occlusions. There are few false positives in the flower field itself,
with greatest spurious signal tending to coincide with sharp disparity gradient associated
with poor match score.

Overall, the developed algorithm performs well in detecting half-occlusions across a wide
variety of scenes while keeping false positives relatively low. The apparent weakness arises
in fine localization of half-occluded regions: The offset from ground truth is noticeable and
the width of detection regions is inexact. Also, false positives are often detected near non-
half-occlusion 3D boundaries. Both of these phenomena can be attributed to the fact that
the area-based matcher performs poorly near 3D boundaries, resulting in poor match scores
and spurious disparity gradient patterns, which mimic the utilized constraints.
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Figure 2: Half-Occlusion Results for Laboratory Imagery with Ground Truth. For five stereo
pairs (left-to-right) shown are left image, estimated disparity (brighter is closer), match
scores (brighter is poorer), probability of half-occlusion (brighter is higher), ground-truth
half-occluded regions (white), and detection ROC (top-to-bottom).
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Figure 3: Half-Occlusion Constraint Comparison for 7Tsukuba. Shown are disparity-
change/width (57), poor match score (p), combination (57 + p, repeated from Figure 2)
probability of half-occlusion and detection ROCs (left-to-right). Input disparity and match
score maps are as in Figure 2.
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Figure 4: Half-Occlusion Results for T'sukuba under Plane-Plus-Parallax. Shown are dispar-
ity, match scores, probability of half-occlusion and detection ROC (left-to-right). ROCs for
five previous methods under Plane-Plus-Parallax can be found in [12].

Figure 5: Half-Occlusion Results for Outdoor Imagery. For two standard stereo pairs, Pen-
tagon and Flower Garden (top-to-bottom), shown are left and right images, estimated dis-
parity, associated match scores, and probability of half-occlusion (left-to-right).
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Figure 6: Application of Detected Half-Occlusions. Left to right: Tsukuba initial, refined and
ground truth disparity maps; thresholded half-occlusion probability, P > 0.5; comparative
plot of good-pixels in textureless regions (Flat), near general 3D boundaries, i.e., disconti-
nuities not including half-occlusions (Border), and near half-occlusions (0.5-near) for initial
(Init) and refined (Ref) disparity maps. Percentage correct given according to standard cri-
teria of estimated disparity being within 1 of ground truth disparity taken as a good pixel
[36] and percentage relative to an entire image. Averages taken across all test images used
in Figure 2. Insets highlight a few selected improvements.

3.3 Application

In practice, the proposed method for half-occlusion detection could be used as post-processing
for a fast area-based method of disparity estimation, or incorporated directly into either
local or global methods to find disparity and occlusion simultaneously. Here, option one is
demonstrated: Improvement of the initial disparity produced by the SAD-based matcher in
the vicinity of 3D boundaries, especially half-occlusions. The originally recovered disparity
map has been refined in regions that are marked as half-occluded by repeating the matching
process while making use of adaptively defined windows that conform in spatial support to
avoid half-occlusions; non-half-occluded regions are not altered; results are shown in Figure 6.
Statistics are given across all test pairs shown in Figure 2, with T'sukuba disparity maps given
as a visual example. It is seen that disparity estimates in the vicinity of 3D boundaries,
especially half-occlusion, are improved without damaging results in other difficult areas (e.g.,
textureless), as adaptive matching also operates at false positives. Improvements are most
noticeable in reducing fattening of foreground objects and increased precision of boundary
details. Significantly, while the utility of adaptive windows has been documented previously
[4, 36], here improvement is had without the need to apply adaptive processing everywhere
as effort is concentrated in regions of half-occlusion.

4 Summary and conclusions
A novel approach to binocular half-occlusion detection has been presented. The approach is

based on two complementary constraints derived from binocular matching data (disparities
and match scores) that arise in the vicinity of half-occluded regions. The first constraint con-
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cerns disparity change across a region of half-occlusion. In particular, the ratio of disparity
change to width is equal to -1 in the ideal case. The second constraint concerns the expected
behavior of a binocular matcher operating within a region of half-occlusion. In particular,
since there is no physically defined match in such regions, any recovered match is expected
to have a poor match score (e.g., large SAD). To allow for uncertainty in inference, the
constraints have been combined in a Bayesian formulation. To understand applicability of
the approach, a corresponding algorithm for detecting half-occlusions provided input maps
of disparity and match score has been developed. To isolate the effects of half-occlusion
constraints from other aspects of stereo proceessing and to facilitate comparison to previ-
ous empirical studies of half-occlusion analysis, the presented instantiation of the approach
works as post-processing on precomputed disparities and match scores. Empirically, the
algorithm yields strong performance on standard test data; indeed, performance is superior
to all approaches evaluated in the most comparable study to date [12].

The computational analysis presented in this chapter can be applied in a number of ways.
Application to correcting inappropriate matches near three-dimensional boundaries via dis-
parity post-processing has been illustrated in this chapter. Alternatively, the approach could
be embedded within a matching procedure, be it local or global [4], to inhibit bad corre-
spondences as they emerge. Finally, the developed computational framework can be used
to guide efforts aimed at modeling the recovery of half-occlusions and otherwise processing
disparity information in biological systems [42].
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