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Abstract 
This paper focuses on one dimension of our 

model of visual attention, namely the detection and 
quantification of abrupt onsets and offsets. The overall 
model is based on the concept of selective tuning. The 
goal of the research is to develop a model of visual 
attention that has both biological plausibility as well as 
computational utility. Abrupt onsets are well-known 
attention capture cues and play a large role not only in 
signaling salient events in everyday life, but also figure 
prominently in most psychophysical experimental 
paradigms. Our solution is simple, easily parallelized, 
yields excellent pe$ormance, and provides useful robot 
head control cues f o r  onset foveation. The model is 
described in some detail and several performance 
examples are shown. A description of the implementation 
is also included. 

1.0 Introduction 

This paper presents a model of visual attention 
based on the concept of selective tuning. The goal of the 
research is to develop a model of visual attention that has 
both biological plausibility as well as computational 
utility. In this paper we focus on one dimension of the 
model, namely the detection and quantification of abrupt 
onsets and offsets. 

The central thesis of our research is that 
attention acts to optimize the search procedure inherent in 
a solution to vision whether that solution is implemented 
in the brain or in a computer. This model of attention 
addresses the reduction of the number of candidate image 
subsets and of feature subsets that are considered in 
matching; it does so by selectively tuning the visual 
processing network. Computational arguments linking 
search optimization to attention for vision and the 
concept of attentive selective tuning first appeared in [ 11. 
Attention operates continuously and automatically: 

without attention, so-called general purpose vision is not 
possible. The model is most closely related to [2,3,4,5]. 

1.1 The Need for Attention in Vision 

As argued in [6], selective attention is one of the 
important mechanisms for dealing with the combinatorial 
aspects of search in vision. The visual attention 
mechanism seems to involve at least the following basic 
components: i) the selection of a region of interest in the 
visual field; ii) the selection of feature dimensions and 
values of interest; iii) the control of information flow 
through the network of processes that constitutes the 
visual system; and iv) the shifting from one selected 
region to the next in time. These are briefly discussed in 
turn below; solutions are proposed for some of them in 
[7]. Other aspects of attention such as the transformation 
of task information into attentional instructions, 
integration of successive attentional fixations, 
interactions with memory and indexing into model bases 
are not addressed here. 

1.1.1 The Need for Region of Interest 
Selection. In [8], it was proved that visual search, in 
the case where explicit targets are given in advance, has 
time complexity which is linear in the size of the image 
(and this linear response time vs. display size is verified 
psychophysically in a large body of work). If, on the 
other hand, no explicit target is provided, the task is NP- 
Complete. Thus, it may be concluded that the brain is not 
solving this general problem [6,9]. The intractability is 
due solely to the combinatorial nature of selecting which 
parts of the input image are to be processed; there are an 
exponential number of such image subsets. Attentional 
selection may determine which mapping to attempt to 
verify first; if the first such mapping selected is a good 
one, a great deal of search can be avoided, otherwise there 
is the potential for a very inefficient search process. For 
sufficiently small images and/or sufficiently massive 
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computational power, the brute force search strategy will 
work perfectly well without attention. For both the 
primate and realizable computational visual sys teins and 
natural images and tasks, this brute force approach fails 
[61. 

1.1.2 The Need for Features of Interest 
Selection. Search within feature space seemis to also 
have an exponential nature [ 6 ] .  Although the nuniber of 
feature types seems much smaller than the size of an 
image, the number of feature values is very large. 
Suppose that there are a large number of potentiad models 
and that a target containing the color red is sought in an 
input image and that nothing more is known albout the 
target. As a first strategy, it would seem sens:ible to 
consider only matching to those models that co:ntain red 
features. This is a large subset. Suppose now that the 
target may also contain the color blue (the target contains 
red or blue or both). Using this simple strategy, all 
models with blue features are added to the subset; the 
resulting set is larger. And so on, as feature types and 
values are added to the image, more and more modlels are 
added to this subset. In the extreme, this data-directed 
model activation strategy might include almost all 
models. Thus, this is not a good method. The: mere 
presence of a feature type gives little discriinjnating 
power for a vision system unless there is an associated 
restriction on the set of objects or events in the task. This 
is exactly the situation which led to the conclusion in 
[ 101 that presence of a feature is sufficient for pop-out; 
the target is known and the feature is a sufficient 
discriminator. The number of feature value subsets is an 
exponential function of the set size, and brute force search 
in natural images for feature value subsets which may be 
the best candidates for matching will not suffice. [6]. 
Recent neurobiology concludes that attentional ,selection 
acts in both the feature and spatial domains andl dloes so 
independently [ 1 11. 

1.1.3 The Problems with Information Flow. 
The computational complexity of vision !suggests 
pyramidal processing [12, 1, 3, 131. Although pyramids 
solve part of the complexity problem by reducing the size 
of the representations to be processed, they i-ntiroduce 
others: they corrupt the signals flowing throu.gh them 
unless some additional mechanisms are included. Assume 
an architecture with a hierarchical arrangement of 
computing units; values represented at each unit are 
coded by their response strength similar in spirit to other 
pyramid schemes (say, 131). Connectivity from layer to 
layer need not be fixed and each layer (indeed, each unit) 
may have different connectivity patterns including 
overlap. There may be more than one output 
representation; that is, from an initial input layer several 
sub-hierarchies may be constructed, each specializing 
parts of the original input. This kind of confignraition is 
consistent with that described in [ 141 as the starting point 

for their model. The hierarchy is composed of computing 
uni1.s (which for the remainder of the paper will be referred 
to as interpretive units) wlhich perform processing 
related directly to the interpretation of their input (e.g., 
color, edges, motion). Each interpretive unit receives 
feedforward as well as feedback connections within the 
pyramid. Each position in a layer may be the site of 
sevieral interpretive units, each specialized for some type 
of visual process. In other words, each spatial position 
witlhin a layer may involve a column of interpretive 
units. Within a column, each unit is sensitive to a 
similar portion of the visual field (its receptive field - W) 
but may process different modalities of visual 
information. For the remainder of the paper the examples 
and discussion, without any lo:js of generality, will focus 
on single pyramids composed of a single type of 
interpretive unit. Sizes of layeris and connectivities do not 
affect the conclusions. 

Four information flow problems due to 
pyramidal processing will be described; the problems arise 
on the assumption that no direct or indirect information 
flow control exists in the structure described in the 
previous paragraph. The first problem is the Context 
effect. A single unit at the top of the pyramid receives 
input from a very large sub-pyramid, and thus from a very 
large portion of the visual fileld. Unless an object is 
alone in the visual field, the response of units whose 
receptive fields contain the object will be affected not 
only by that object but also by any other image event in 
that receptive field, and is cclnfounded by the object's 
context. Surround effects have been observed previously. 
For example, [ 151 speculates that the large feedback 
pathways in the cortical hierarchy may be causing this 
phenomenon. Blurring is the second problem with 
pyr,amid architectures. A single event at the input will 
affect an inverted sub-pyramid of units. Thus, although a 
single event may be well localized at the input layer, it is 
blurred as it flows upwards so that a large portion of the 
output layer now represents parts of it. The third problem 
is Cross-talk. Two separate visual events in the visual 
field will activate two inverted sub-pyramids which 
overlap. The region of overlap will contain units whose 
activity is a function of both events. Thus, each event 
interferes with the interpretation of other events in the 
visual field. The final problem is the Boundary  
prolblem: central items will appear to be stronger at the 
output layer than items in the visual periphery even if the 
perjpheral items are in fact stronger. This is due solely 
to the numbers of connections feeding units in 
successively higher layers in the outer regions of the 
pyramid. The input layer is thus divided into a central and 
peripheral region. 

1.1.4 The Need to Shift Selection in Time. 
Once a region is selected, it then follows that the 
remainder of the visual field cannot be processed unless a 
sequence of different regions are selected which together 
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cover the visual field. There is the possibility that many 
regions might be selected simultaneously and matched in 
parallel; the behavioral observations however do not 
support multiple foci of attention [ 161. There are many 
choices for how to select next regions to process. An 
algorithm might simply tile visual space, selecting 
regions in some arbitrary order that will eventually cover 
the entire visual field. Alternatively, an ordering might be 
imposed on image sub-regions such that after one is 
processed it is not processed ever again unless some new 
image event occurs in that region. Whatever the 
algorithm, solutions must be found to the following 
problems: i) in what order should regions be selected? ii) 
when should a previously selected region be re-selected? 
iii) if the visual world is time-varying, how are changes 
in the image contents taken into account in determining 
the selected regions? Task requirements may help in this 
determination. 

2.0 The §elective Tuning Model of 
Visual Attention 

Selective tuning takes two forms integrated 
within a single algorithm: spatial selection is realized by 
inhibition of irrelevant connections in a pyramid of visual 
computations; and, feature selection is realized by 
inhibition of those units which compute non-selected 
features. The search process which spatially localizes the 
image subset to process is as follows. A WTA (winner- 
take-all) process operates across the entire visual field at 
the top layer of the pyramid: it determines the globally 
most salient (or winning) unit in the output layer. This 
WTA can accept guidance for areas or stimulus qualities 
to favor if that guidance were available but operates 
independently otherwise. The search process then 
proceeds from the top layer to the lower layers. The 
globally winning unit activates another WTA that 
operates only over its direct feedforward inputs. This 
localizes the winning unit within the top-level winning 
receptive field. All of the feedforward branches of the 
pyramid that do not contribute to the winner are pruned 
(that is, the connections are inhibited leaving the units 
unaffected). This pruning idea is then applied recursively 
to successively lower layers. The end result is that from a 
globally strongest response, the cause of that largest 
response is localized in the sensory field at the earliest 
levels. The paths remaining may be considered the pass 
zone while the pruned paths form the inhibitory zone of 
an attentional beam (see Figure 1). The WTA does not 
violate biological connectivity constraints if the top 
layer is constrained to contain at most a number of 
interpretive units equal to the lesser of the permitted 
neuron fan-in and fan-out. Further there is no restriction 
on the uniqueness or contiguity of winners; a group of 
equally strong yet non-contiguous units can be identified 

as most salient. Conflicting biases are dealt with solely 
within the WTA scheme much like [17] suggests. 

The process of selection requires two traversals 
of the pyramid. First, the representations of the 
interpretive units throughout the pyramid are computed 
in a feedforward manner. Second, the hierarchy of WTA 
processes is activated in a top-down manner to detect and 
localize the strongest item in each layer of representation, 
pruning parts of the pyramid that do not contribute to the 
most salient item and continuously propagating changes 
upwards. 

There is similarity between the selective tuning 
model and the models of Koch & Ullman [2] and of Burt 
[3]. The selective tuning model includes some of the 
elements of the Koch & Ullman model as described 
above; differences will be highlighted below. Burt's model 
also includes the notion of top-down, hierarchical pruning 
within a pyramid structure. However, Burt does not detail 
exactly how the decisions are made and there is no 
relationship between his model and the neurobiology of 
early vision. 

Koch & Ullman's WTA algorithm is central to 
all other major computational models of biological visual 
attention. When it was designed, it seemed consistent 
with the known timing of attentional shifts [18,19]; 
however, this is no longer the case. Remington and 
Pierce [20] show that distance has no effect on attention 
shifts; there is no attentional gradient. They further point 
out a very important constraint: efficient coordination 
with the saccadic eye movement system in reading or 
visual search tasks would dictate rapid, time-invariant 
movements to match saccade dynamics. More recently, 
Krose and Julesz [21] found no proximity effect; they 
show that shifts of attention do not take time 
proportional to the distance between items but rather are 
accomplished in constant time and conclude that a parallel 
scheme is needed to find prospective locations which are 
then checked by a slow serial process. Further, Koch & 
Ullman's mechanism does not immediately yield the 
kinds of attention-related receptive field changes observed 
in areas such as V4 [22] .  

A new WTA updating rule is required whose 
properties seem better matched to the current knowledge 
of the primate visual system. The model requires several 
different types of computing units arranged in a pyramid. 
Interpretive units compute the visual features. 
Gating units compute the WTA result across the 
inputs of a particular interpretive unit and gate winning 
input through to the interpretive units in the next 
feedforward layer of the pyramid. Gating control 
units control the downward flow of selection through the 
pyramid and are responsible for the signals which either 
activate or shut down the WTA processes. Bias units 
provide top-down, task-related selection via multiplicative 
inhibition. A grouping consisting of one interpretive 
unit, its associated gating control and bias unit, the set of 
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WTA gating units on the inputs of the interpretive unit 
and associated connections is termed an assembly. 

A complete description of the model can be 
found in [7]. 

layers of input 
abstra dion hier achy 

\ / I \  inhibitory 
\ \  / \ attentioiiii 

"pass" zone "inhibit" zone 

effe dive 
receptive field 
of selected unit 
in unattended case 

Figure 1. The inhibitory attentional beam concept 
operating within a pyramid of visual computations 

3.0 Abrupt Qnsets and Offsets 

It is well-known that a location cue can be very 
effective in speeding up recognition if a target is actually 
present at that location; and if the target is not present 
there, the wrong cue can slow down the recognition, both 
comparisons to the uncued situations [23]. Thus, it is 
important that the model include a method for pointing 
the inhibitory beam at a particular location. If the beam is 
already set up before the stimulus appears, the time 
savings are clear: the attended node at the output layer has 
as input only the stimulus at the cued location with any 
other stimuli in its receptive field inhibited. l'hns, the 
time to compute the WTAs for each layer is avoided. If 
the target is not there, then all of this computation must 
proceed as with no cue, but the time to check the cued 
location has already been incurred. Thus, if the cue is 
wrong, the time for recognition will be longer than if no 
cue is given. 

How does the attentional system know where the 
cue is? When a cue is presented visually, it must be 
attended even if not fixated. Knowing that it is a location 
cue instructs the subject to simply not allow attention to 
shift even after the cue a disappears. The large assumption 
is that a subject has such voluntary control over that 

aspect of the: attentional mechanism. Other algorithms 
[24, 51 deal with location as well. Yet, in each case, their 
system is given positional coordinates in a retinotopic 
reference frame in order to identify the region where 
attention is to be centered. It seems highly unlikely that 
any such coordinates are being passed around in the visual 
cortex. Rather, it is much more plausible that attention is 
directed to locations which are referenced by the external 
woi-ld itself (as Ballard, [25] suggests for animate vision 
in general). In the case of all experimental paradigms 
which employ a location cue, subjects are given the cues 
visually as a brief flash or a sustained visual marker, and 
thus the location is given with respect to the external 
world. 

A. flashed cue is a well-known attention capture 
mechanism 1261. Psychophysically, the observations 
incllude: i) in visual search tasks with a target among 
dislractors: when the target is an abrupt onset, no 
response time (RT) vs. display size effect is observed; 
otherwise, serial search is observed; ii) attentional capture 
can be overridden by top down control if enough time is 
provided for set-up and the cue is good (such as a location 
cue). In these cases, an abrupt onset does not interrupt 
performance; iii) if there are: multiple onsets, all are 
tagged as high priority for attention but only for the first 
looms or so; then they exhibit the same priority as non- 
onset items; iv) onset in any representation has the same 
effect (luminance, depth, motion and texture have been 
tested). 

A simple algorithm for detecting and localizing 
abrupt image events at different spatial and temporal 
scales is apparent [27]: 

1. convolve images in a sequence with on-center and 
off-center difference of gaussians (DOGS) at several 
spatial scales; 
2. compute temporal differences over several scales; 
3. if there is sufficient chainge, signal an event (on or 
off); 
4. normalize responses for scale; 
5. choose strongest response via WTA. 

Sufficient change means: For onset events, a region of a 
given scale exhibits a sufficiently large increase in 
strength over some period of time, and the change occurs 
within the center region of the DOG operator. For offset 
events, a region of a given scale exhibits a decrease in 
strength over some period of time, and the change occurs 
within the center region of the IDOG operator. There is no 
need for constraint on the new response for the off events: 
if an object disappears, the new contrast at that position 
is zlero or very small. For a given location and scale, 
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> 0 3  then signal 'on' Nc(t2)  - NC(t1) 
t 2  - tl 

then signal 'off 

where N(t) is the response of an 'on' unit at a given 
point at time t, F(t) is the response of an 'off unit at a 
given point at time t, Nc(t) and Fc(t) are the responses 
of the center portions of the receptive fields only, and 
thresholds are set at percentages of the maximum 
responses of the relevant DOG operator for the class of 
images investigated (see [27]). 

The largest responses within a given scale are 
found first via WTA and then across scales in order to find 
the globally most salient onset and offset. This has been 
implemented and tested on real grayscale image sequences 
of blocks on a black background using a luminance 
representation only, but at multiple spatial and temporal 
scales. Spatial and temporal scale preferences are easily 
incorporated. 

3.1 Determining Parameter Values 

The main parameters for the DOG operator are 
o,, CY,, (the standard deviations of the center and surround 
gaussians) a,, and a, (the sensitivities of the center and 
surround gaussians). Varying the values of these 
parameters will affect the shape of the operator, and also 
the size of center and surround regions. As pointed out 
[28], it is sufficient to consider the ratios o,/oc and 
a,/a,. By keeping the ratio (T,/o, fixed and varying oc, 
the peak spatial frequency that the operator can detect is 
shifted. Moreover, the actual size of oc should be set 
according to the size of object or spatial frequencies that 
the system is required to discern. Therefore, operators 
with os/oc fixed at k, k=2.5 are used throughout, while 
oc varies. For off-DOG operators, the value of os will 
vary while the ratio os/oc will be l/k (since os<oc). The 
parameters a ,  and a ,  affect the sensitivity of the 
operator. By varying a, and a,, the peak at the center of 
operators will be changed. Following [28], their ratio is 
kept at unity. 

Next consider how to choose threshold values 
81, 82,  83, 8 4  and 85  . 8 1  is set so as to filter away 
change in response due to noise. This will depend on the 
maximum possible response of the 'on' DOG for the class 
of images considered. In the experiments below, it is set 
at 10% of this maximum value. 82 is a measure of the 
minimum contrast which determines whether or not a 
response corresponds to an event and again it is dependent 

on the maximum response. The value of 15% of this 
maximum is used below. 83  reflects the minimum 
change required for the whole operator. A value of 20% of 
the value of 81 is used. 8 4  and 8 5  depend on the 
maximum response possible of the 'off DOG operators 
and their roles are the same for this operator as the 
thresholds 81 and 83 for the 'on' operator. The values 
used are 10% and 15% of the maximum 'off response 
respectively. A sensitivity analysis was performed on 
these values in the context of a large collection of image 
sequences and it was found that small variations in values 
lead to insignificant changes in performance. 

3.2 Extending the Temporal Window 

The above algorithm works equally well for 
successive image pairs as it does for image sequences of 
several images. In the former case t2 - t i  = 1 while in the 
latter t2 - ti  = T 2 2. By enlarging the temporal window, 
our model would be looking for changes that occur at 
different rates as well. There may be changes that are not 
salient enough when the temporal window size is small, 
but become obvious over a longer time course. When the 
temporal window is expanded, we will have to look at 
how the responses of the 'on' and 'off operators change 
over T frames. The change has to be monotonic 
increasing and the magnitude of the overall change (when 
compared between the first and the last image frame) has 
to be significant. The ideal situation would be that the T 
sampled responses all fall onto a straight line with a 
slope that satisfies the minimum change requirement. 
However, this ideal case is rarely satisfied due to noise. 
Instead, we must look at the change in response over time 
to see if it can be approximated by a straight line. From 
experimental results, it seems that if all responses in 
between are within a distance of 0.281 (for 'on' events) or 
0.284 (for 'off events) from the line joining the responses 
at the start and end of the interval, they give an 
appropriate monotonic increasing response. 

3.3 Experimental Results 

Experiment 1. In this experiment, the input image 
sequence has a spotlight (in addition to the fixed light in 
the dark room) moving among some stationary blocks 
and cylinders (Figure 2). The luminance of the original 
light in the dark room is kept unchanged. A series of on 
and off-DOG operators are applied to this sequence of 
images to find locations of 'on' and 'off events. For each 
type of operator, six different scales are used. This is done 
by setting the values of oc (for the case of on-DOG 
operators) and os (for the case of off-DOG operators) to 2, 
3.5, 5, 6.5, 8 and 9.5 . Therefore, the receptive field (RF) 
sizes used are of size 21 x 21, 37 x 37, 51 x 51, 67 x 67, 
81 x 81 and 97 x 97. The values of '3, and os are chosen 
by an intuitive approximation of the scale of events. 
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Figure 2 shows the result from a sequence of 
images in which a spotlight moves from the cylinder (in 
the center) to the block next to it (on the left). The second 
and third rows in the figure show which pixels are marked 
as candidates for 'on' and 'off events respectively. The 
gray level of each pixel shows the magnitude of change 
measured at that point. The brighter the pixel, the greater 
the magnitude of change. Pixels at which no changes 
have been detected are indicated by intensity value 0 
(black). Each column shows the magnitude of chLange as 
measured by operators from different scales In other 
words, each picture in a particular column displays the 
values of 'on' and 'off responses for the corresponding 
scale. From left to right, the result corresponds to 
operators of increasing scale. Concentric solid circles 
indicate center and surround regions of the winning area 
at each scale. The dashed circles indicate the winning area 

when detecting 'on' and 'off events using operators of a 
particular scale. The more densely dashed circles indicate 
the scale, as well as the location, of the operator that 
gives the most salient measurement overall in finding an 
'on' event. Similarly, the less densely dashed circles give 
the location and scale of the operator that gives the most 
prominent measure over all 'off events. From this 
example, we can see that the magnitude of change as 
measured by operators decreases when the operator size 
increases beyond the scale of the event. In the last row, 
the areas for most conspicuous 'on' and 'off events are 
sulperimposed in Frame 2 of the original image. The 'off 
evjent is the decrease in light intensity of the cylinder in 
the middle, while the 'on' event is the lighting up of the 
block next to it. 

I Frame 1 Frame 2 Figure 2. Experiment 1 

"off" events at 6 scales: 

Winning onset/offset 
events superimposed 

on input images 

- - 
Therefore, when a shadow overcasts an object, it is 
considered as an 'off event. When a shadow moves away 
fro" an object, it is regarded as an 'on' event as the 
amlount of light illuminating the object increases. Values 
chosen for 6, (for 'on' events) ancl 'T, (for 'off events) are 

Experiment 2. The input of this experiment is a 
series of images in which a shadow moves amlong some 
cylinders. When an object is shaded by a shadlow, the 
amount of light illuminating the object decreases. 
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4, 5.5, 7, 8.5, 10, and 11.5. Therefore, the size of RFs right corner in Frame 1 to overcast another cylinder in 
are 41 x 41, 57 x 57, 71 x 71, 87 x 87, 101 x 101 and Frame 2. The most salient 'on' event is at the location of 
117 x 117. The size of operators we use in this the previously shaded cylinder, which becomes 
experiment which determines the RF size is larger than illuminated after the shadow has moved away. The most 
those used in the previous example. The reason for this is salient 'off event is at the location of the cylinder that is 
that objects in this example appear to be of a greater size. shaded by the shadow in Frame 2. 

Figure 3 shows results from this scenario. The 
representation used for displaying the results is the same 
as in Experiment 1. The shadow moves from the lower 

Frame 1 Frame 2 Figure 3. Experiment 2 

"off" events at 6 scales: 

1 Winning onset/offset 

Experiment 3. The motion of objects may cause 
considerable changes in visual scenes as well. 
Experiments in this section will show that the proposed 
model can be used to track motion, using the same 
mechanism as in detecting changes with respect to 
brightness. Assuming that objects have pixel intensity 
values greater than the background, locations where 
objects have moved to will be regarded as 'on' events 
(similar to the case of increasing the brightness of an 
object). When an object moves away from a certain 
location, the pixel intensity of that region decreases 

(similar to the case of decreasing the brightness of an 
object). Therefore, it is regarded as an 'off event. 

In this experiment, a cylindrical block is moving 
among other stationary blocks. The values for oc (for 'on' 
events) and os (for 'off events) are 2, 3.5, 5,  6.5, 8 and 
9.5 . Therefore, the size of RFs are 21 x 21, 37 x 37, 51 
x 51, 67 x 67, 81 x 81 and 97 x 97. The cylindrical block 
is moving from the left to the right. Even though the 
motion is slight (the cylindrical block has moved a 
distance of eight pixels while its width is roughly seven 
pixels), the model is able to find the appropriate scale for 
'on' and 'off events and, therefore, tracks new and old 
positions of the cylindrical block. 
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Input 
image 

sequence: 

"on" events at 6 scales: 

"off" events at 6 scales: 

Framle 1 Frame 2 Figure 4. Experiment 3 

- -- __ 
response at the overlap part. The same effect is observed 

Experiment 4. In Figure 5 ,  a number of objects when detecting 'off events. The on-DOG operator of G~ = 
move from one frame to the next. There are four dlfferent 5 centerd at the winning region has two other blocks (the 
events. First, the triangular block at the upper left of cyliindrical block and another block with arc shape) in its 
Frame 1 disappears in Frame 2. Second, there is ii small sunround region in Frame 1. 'rherefore, the response is 
rectangular block on the left moving towards the center. smaller, leading to a greater change in the magnitude. We 
Third, the rectangular block moves from the center to the can also observe from this example that different events 
upper right. Fourth, the cylindrical block from fhe lower are detected from operators of different sizes. For example, 
right moves towards the center. The 'on' events for this when the size of off-DOG operators increases, the most 
example are, therefore, the moving of the two rectangular salient 'ofP event is first the cylindrical block, then the 
blocks and the cylindrical block to their new po,sifions. small rectangular block, and fiiial1,y the larger rectangular 
The 'off events are the disappearance of the triangular block. 
block and the three blocks moving away from their We also examined the sensitivity of the 
original positions. Note that not all pixels at the new alglorithm with respect to noise using this sequence of 
position of the cylindrical block are classified as having images; with degradations of !5%, 10% and 20% (due to 
an 'on' event. In this example, the new position of the ranidom noise generated by a non-linear additive feedback 
cylindrical block partly overlaps with the former position random number generator) no change in final decisions is 
of the rectangular block. Since the intensity level of the observed. 
two objects are roughly the same, there is no change in 
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Input 
image 

sequence: 

I "on" events at 6 scales: 

~~ 

"off 'I events at 6 scales: 

Frame 1 Frame 2 Figure 5. Experiment 4 

Winning onsetloff set 
events superimposed 

on input images 

Experiment 5. When the size of the temporal window 
increases, the model should be looking for changes that 
occur at different rates. Therefore, when the maximum 
temporal window size is T, the model will look at every 
2, 3, ..., T images to see if changes have occurred. 
Changes that can be detected when comparing a smaller 
number of images is regarded to be happening 'faster' than 
those changes that can only be detected with a larger 
number of images. One of the situations which would 
give rise to changes at different rates and can be detected 
by our model is the gradual change of brightness. For the 
tracking of motion, we do not have any component in our 
model to measure the velocity of objects and, therefore, 
the criterion of changes at different speeds does not apply. 
As a consequence, examples in this section are 
experiments on sequences of images where lighting 
conditions change moderately. As objects in these 
sequences are of similar sizes, the choices of oc (for 'on' 
events) and os (for 'off events) are 3, 4.5, 6, 7.5, 9 and 
10.5. Therefore, RFs used are of size 31 x 31, 47 x 47, 
61 x 61, 77 x 77,91 x 91 and 107 x 107. 

Here, the maximum temporal window size set to 
3. The result will be presented in the following way: the 

first row is the original image sequence. The second and 
third rows show the location and scale of winning 
operators in detecting changes over a temporal window of 
sizes two and three respectively. For simplicity, only the 
center of the winning operator will be shown. Each 
column shows the location of the most salient change 
detected with the corresponding image as the most current 
frame. For example, the winning operator shown in the 
second column in the second row is the most salient 
change when considering Frames 1 and 2; the winning 
operator shown in the third column in the third row is the 
most salient change when considering Frames 1, 2 and 3. 
Circles indicate the winner of 'on' events for each 
temporal window. In the last row, the overall (from all 
temporal window sizes and operator scales) winner for 
'on' events and the overall winner for 'ofF events are 
superimposed on the original image where they are found. 

In this experiment shown in Figure 6, there are 
three cylinders in the scene. The light intensity that 
illuminates one of the cylinders (the one on the right) is 
increasing gradually. As a result, there are no 'off events 
in this example. The second row shows that 'on' events 
are detected when considering Frames 1 and 2, and also 
Frames 2 and 3. The circles indicate the location and the 
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scale of these winning 'on' events. When considering 
Frames 1,  2 and 3, the most salient 'on' event is detected 
to be near the top of the same cylinder. The overall 
winner is detected over a temporal window of size three, 
as shown in the last row. If the sequence were to include 
illumination changes as well as object appearance or 

disappearance, the WTA colmpetition would choose 
winners not only within spatial scale but also within 
temporal scale for each image. Thus, the object 
appearance or disappearance would always win for 
temporal scale of successive images. 

Frame 1 Frame 2 Fraime 3 Figure 6. Experiment 5 

Temporal 
wiindow 
size I: 2 

Temporal 
window 
size := 3 

Wi nn i nig onset/off set 
events superimposed 

on input images 

3.3 Implementation 

An implementation of the computational model 
has been successfully constructed. The software is written 
in 'C' and has been ported to a number of platforms, 
including SGI Irix, SunOS, and Linux. Graphical output 
is displayed via OpenGL or Mesa interfaced wii h the Tk 
toolkit. All of the examples in this paper were run on a 
Silicon Graphics 4D/350 VGX, with 8 CPUs. 

The image sequence is acquired in a.n active 
vision setting via a color CCD camera mounted on a 
mobile stereo head camera system, which is in turn 
mounted on a mobile platform. For the simulations 
presented, the platform and stereo head system do not 
move, although integrating such movement to h e a t e  to 

the selected regions has successfully been added to the 
model as part of a larger multi-feature attention system. 
The analog signal from the carnera is digitized via a 
Datacube MaxVideo 200, which is interfaced to a 
SPARCstation 2. Images are brought over to the SGI 
via a network. daemon, using either a data path through 
the SPARCstation 2, or by way of an additional 
DataCube memory board moiintled directly in the SGI 
4D1380 VGX and connected to the rest of the Datacube. 
In addition to digitization, the Datacube is capable of 
many image processing operations at rates of 33 frames 
per second. The potential use of some of these operations 
are discussed below. For the experiments shown in this 
paper, only the green coloir band was used, which 
satisfactorily represents the luminance. 
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The convolution of the DOG operator with the 
image at a location X is implemented as a discrete sum. 
This sum is computed by applying a square template 
over the image centered at each position X. The area of 
the template can be regarded as a receptive field, whose 
area depends on the standard deviations 'J, and os, so RF 
size varies as a function of 'J. For a DOG operator with 
standard deviation 'J, and os, the convolution is 
approximated by a template of length and width equal to 
(2r+l) where r = max(2o,, 20,), rounded to the nearest 
integer. 

The calculation of the 'on' and 'off DOG 
operators at each pixel is independent of the response of 
other pixels, so extending these calculations to a parallel 
architecture with shared memory is straightforward. The 
parallel heuristic employed is to tile the image into a 
number of equal-sized patches, with a single processor 
responsible for all calculations on its sub-image patch. 
The winner-take-all updating process is implemented as a 
simple serial search. This is necessary because the 
winner-take-all algorithm requires all competing units to 
be fully connected and able to communicate with each 
other instantaneously, which would require a very high 
degree of parallelism not available at this time. However, 
the search for a winner is not a processing bottleneck in 
the overall model, and is not an important 
implementation performance issue. 

As a typical example, consider experiment 1. 
Running on an SGI 4D/380 VGX on a single processor 
(MIPS R3000 CPU, 33MHz), the total elapsed time is 
37.17 minutes. However, running on 4 processors 
reduces the time to 10.05 minutes, and running on all 8 
processors further reduces the total computation time to 
5.47 minutes. Bear in mind that the technology of these 
processors are over five years old. For comparison, 
running on a newer SGI with a single MIPS R4010 CPU 
at 2QQMH2, the elapsed time is just 4.12 minutes. Out 
of interest, the same experiment running on a single Intel 
Pentium processor at 75MHz under Linux takes 17.75 
minutes. 

A profiler was run on the source code to identify 
any computational bottlenecks. For most typical 
simulations like the one in experiment 1, it was revealed 
that 99.21% of the execution time was spent in a 40-line 
loop within a single routine. This routine performs the 
calculations of the 'off' DOG operator at different scales 
over the image. The results of this routine are used to 
simplify the calculations of the 'on' DOG operator, since 
the two DOG operators are intimately related (the values 
of oc and os are simply reversed). 

Because the crux of the computation has been 
identified as being a convolution, using the Datacube's 
MaxVideo 200 image processing hardware seems 
worthwhile. Unfortunately, the MaxVideo 200 is only 
capable of performing convolutions of at most 8x8 in 
size. However, some compromises can be made to give 
some satisfactory results. For instance, by subsampling 

the original image and then running an 8x8 convolution 
over it, the effect is similar to computing a 16x16 
convolution over the original image. Likewise, 32x32 
and 64x64 convolutions can also be computed. And if 
the original image is resized arbitrarily using 
interpolation and blurring, then arbitrary sized 
convolutions can be computed in this way. 
Alternatively, the results of a 16x16 convolution can be 
obtained by cascading four 8x8 convolutions, summing 
them appropriately to give the effect of a 16x16. 

In either case, there is a slight problem in 
performing the convolutions on the Datacube, especially 
with the larger convolution templates. As with any 
convolution, there is an annulus around the image for 
whch no values can be calculated, with a width of 1/2 the 
given template size. But in this model, performing the 
convolutions near the image perimeter is desired, 
especially when the template size sometimes approaches 
the size of the image itself. A solution to this problem 
can be obtained using standard convolution techniques on 
the DataCube by surrounding the image with a border of 
zeros, with width 1/2 the width of the largest convolution 
template. 

The model has been ported to the DataCube 
hardware, usually with satisfactory results and near real- 
time performance. However, the results are not as precise 
as those computed in software and shown in this paper. 
The reason for this imprecision is that all DataCube 
computations are rooted in an 8x8 DOG template, which 
is too small to represent an accurate DOG template. 

4.0 Conclusions 

A method for detecting, localizing and 
quantifying abrupt onset and offset events in image 
sequences was described. This method can successfully 
accomplish this task at a variety of spatial and temporal 
scales. Further, when integrated into our existing 
attention system, scale preferences are easily included 
using multiplicative biases on operator outputs. Several 
examples of the performance were shown and the method 
has proved robust in the face of noisy input. 

The next phase of development is the continued 
integration within the attention system so that abrupt 
onsets and offsets compete with other cues for the 
system's attention. The system as a whole is used to drive 
our stereo head TRISH [29]. The cues which are being 
integrated for head control include peripheral stimuli [7], 
central luminance [30], edge [31], and optical flow 
stimuli [32], as well as onsets and offsets. Towards the 
task of integration, priorities among cues must be 
determined. It has recently been shown [33] that onsets 
can be overridden using high validity spatial cues 
presented before onsets. Also, they showed that onsets are 
more powerful cues than both central or peripheral cues. 
This kind of competitive selection among cues types is 
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nicely implemented within the winner-take-all methods 
present in the model's core. 

Our analysis of the implementation hals shown 
the importance of better hardware for large conivolution 
masks and points to the kinds of parallel processing need 
for the WTA process. 
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